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Abstract

Query optimization in Database Management Systems relies on statistics about
data distribution in the sources to estimate an optimal plan to execute a query. In
data integration, such statistics are often not available, and alternative techniques
should be considered. The most efficient solutions in this field tend to have ”dynamic”
approaches, in which the missing statistics are computed during the query execution,
in order to find a better query execution plan to switch to during runtime. In this work,
we have an overview of the issues and solutions existing for dynamic query optimization
in data integration systems. We focus more precisely on the join ordering problem, and
how to estimate joins without initial knowledge on the sources. We propose a solution
involving dynamic histograms, which provide decent estimates in this very constrained
context.
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1 Introduction

There is an ever-increasing amount of
data available, which is used in many key
applications from decision-making systems
to training AI models. Two major goals
arise that one would expect when working
with such data. Firstly, the quality and the
semantic of the data have to be guarantied,
especially in scenarios where data can be het-
erogeneous. It is a key characteristic of the
data to be used by others systems and under-
stood by human users. Secondly, storage and
access to data have to be efficient, to make
data querying and manipulation quick and
as economical as possible regarding resources.
Database management systems (DBMS) have
been developed since the 1960’s and improved
towards these goals, with important works
on optimizing each step of the whole process.
[GUW08a] However, they rely on the princi-
ple that the data is stored on a centralized
system. This tends to become a limit, in
the common situations where many data are
managed by different organizations that are
interested in sharing and linking these data
together to bring new knowledge to light.
[IH02]

Example 1: A travel agency TA plans
travels thanks to its partners, an airline AL

and a hotel chain HC. TA stores informa-
tion about its customers and their prefer-
ences in an internal DBMS. To plan a travel,
this data has to be linked with information
from AL and HC’s own databases, and an ex-
ternal API that provides real-time exchange
rates. In addition, TA, AL and HC might
use DBMS with different models (relational,
XML, RDF...)

Data integration systems (DIS) aim to
provide solutions for problems such as the one
exposed in the previous example, by provid-
ing a uniform and semantic access to data
from sources that evolve independently, on
different formats, and whose access to might
be unstable. To do so, they need to face a lack
of preliminary information about the data.

These issues are specific to DIS: the repre-
sentation of the data available through these
systems and the way queries are evaluated on
them require new techniques that aren’t de-
veloped in traditional DBMS. The common
approach in data integration to deal with
the heterogeneity of the source data mod-
els is to use mappings from each of these
models to a global and unique one, in order
to process queries over this unique model.
The mappings define the translation of the
source schemata to one global schema used
for the data available through the DIS. There
are multiple approaches to manage efficiently
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the correspondences between the global and
local (or source) schemata using views, de-
pending on whether the global schema is ex-
pressed in terms of the local ones (Global as
View), or the local schemata are expressed as
functions of the global one (Local as View).
These approaches, and the mixed one Global
and Local as View, are thoroughly explained
in [KP09]. Several mapping languages have
been developed, referenced in the introduc-
tion of [Bur+20].

Orthogonally to the representation of the
data in DIS, different query evaluation strate-
gies have been developed. There are two main
strategies: data materialization and data me-
diation. In the data materialization strategy,
the data available through the mappings at
the global schema level is first stored to a
DBMS and this data is then queried using
traditional techniques. The data mediation
strategy aims at leaving the data in the source
by rewriting the query on the global schema
to a query plan on the different sources. The
module of a DIS that evaluates this query
plan by querying each source and combining
the results to form the answers of the query
on the global schema is called a mediator.

This paper assumes a mapping over a rela-
tional model and focuses on a crucial mission
of the mediator which is query plan optimiza-
tion. Query evalution in relational DBMS
has been widely discussed, but always lay-
ing on hypotheses that cannot be applied in
a DIS mediation environment. Our aim is
to propose a solution to avoid these assump-
tions, and more particularly those that stip-
ulate any preliminary knowledge of the data
distribution in the sources.

2 Static versus Dynamic

query optimization

2.1 Principle of query opti-
mization

A query is a question from a user about
the data managed by the DBMS or DIS.
Query processing defines the establishment
of a process to answer queries, and specifies
the concrete steps of this process. The first
step is to parse the query in a sequence of op-
erations applied on the sources. The result is
a query plan, which is equivalent to a logical
expression in relational algebra in our case.

Example 2: Information about dogs,
cats and rabbits are stored in three different
sources. For each pet, the information con-
tains its name and an id for its master.

User query: ”What dogs, cats and rabbits
have the same master?”

Query expressed in an uniform language
(SQL here):

1 SELECT Dogs.name, Cats.name,

Rabbit.name

2 FROM Dogs

3 NATURAL JOIN Cats

4 ON Dogs.master=Cats.master

5 NATURAL JOIN Rabbits

6 ON Dogs.master=Rabbits.master

Query plan in relational algebra:
πDogs.name,Cats.name,Rabbits.name((Dogs ▷◁master

Cats) ▷◁master Rabbits)

The query plan defines the sequence of
operators that will be applied to the data
in order to produce an output answering the
query. Figure 1 is an example of a common
tree representation for such plans.
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Figure 1: Query plan example

A query can have several equivalent plans,
since a different sequence of operators could
produce the same output. Two plans are
called equivalent when they always produce
similar outputs on identical sources. In our
previous example, equivalent plans include
those where where dogs are joined with rab-
bits first, and those where cats and rabbits
are joined first.

So every query can be answered by a num-
ber of equivalent plans that grows very fast
when queries become more complex. Even
when considering only the problem of order-
ing joins for N sources, there are N ! ways to
order the sources, and CN−1 ways to paren-
thesize these joins, Cn being the nth Cata-
lan number, which already gives N !CN−1 =
(2N)!
(N+1)!

plans. Although these plans are alge-
braically similar, the difference between their
computation times can be arbitrarily large.
This phenomenon will be illustrated for the
join ordering problem in the example of sec-
tion 2.3. The goal of query optimization is to
search for the best, or at least a good enough
query plan to answer the query.

Defining what makes a plan better than
another is a whole question, usually dealt
with defining a cost metric, even if the idea of
multi-objective query optimization consider-
ing multiple cost metrics simultaneously has
been proposed for DBMS [TK17].

In the relational model, some optimiza-
tion strategies are proven to always improve
the query plan [RG02]. However, some issues

don’t have a fixed solution and require to be
adapted for each query. Estimating the size
of a join is a particularly important problem,
presented in 2.2. Those issues are tradition-
ally solved thanks to information about the
data in the sources that makes an estimation
of the cost of each plan possible. Making
those estimations without such information
is a major issue in DIS to which this paper
proposes a partial solution.

2.2 Estimating the size of a join

Estimating the size of joins is a key prob-
lem in query optimization, since join opera-
tors are very common, can appear in large
number in a single query, and their dispo-
sition can have a gigantic influence of the
query plan efficiency. To illustrate this, some
concepts must be introduced:

Relation: A source in a relational model.

Equi-join: A ▷◁x B is an equi-join
when the condition for a tuple tA from A
to be joined with a tuple tB from B is an
equality of their values for the attribute x :
tA(x) = tB(x)

Cardinality: |A| corresponds to the
number of tuples in the relation A. This
definition can be extended, so |A ▷◁x B| cor-
responds to the number of tuples resulting
from A joined to B over the attribute x.

Bounds for |A ▷◁x B|: We have the fol-
lowing inequality:

0 ≤ |A ▷◁x B| ≤ |A||B|, ∀x

0 is reached when the set of values for
the attribute x in the relation A is disjoint
from the set of values for x in B. On the
other hand, |A||B| is reached when the set of
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values for x in A and B are equals.

Selectivity: Another important metric
for joins is their selectivity µ:

µAB(x) =
|A ▷◁x B|
|A||B|

The bounds for the selectivity are:

0 ≤ µAB(x) ≤ 1, ∀x

Intuitively, the selectivity measures whether
the cardinality of a join is close to its bounds,
independently from the size of its sources.
The point of selectivity is that it can be esti-
mated more easily than the real cardinality of
the join that would require information about
the cardinality of the sources. Also, since the
formula is identical for any attribute x, and
we are only interested in equi-joins here, the
x can be forgotten for a lighter notation.

Empirical selectivity: When comput-
ing a join iteratively from sources read ran-
domly, one would expect to be able to esti-
mate the cardinality at some point. We pose
the empirical selectivity, which converges to
the real selectivity when the proportion of
sources read increases.

µ̃AB(x) =
n(A ▷◁x B)

n(A)n(B)

With n(A) the number of tuples read from A
so far, and n(A ▷◁ B) the number of tuples
resulting from the join so far.

This naive estimate based on empirical se-
lectivity is limited in practice: since the tu-
ples resulting from |A ▷◁ B| are generally a
small proportion of all the possible pairs from
A× B, a large amount of data must be read
for the estimate to be trustworthy. Better
solutions to estimate selectivity and thereby
cardinalities have been proposed. The main
families of algorithms are well presented in
section 3 of [LBP21].

2.3 Estimating the size of mul-
tiple joins

Complex queries usually have more than
two sources to join, and a fundamental ques-
tion in query optimization is how to order
these joins. The following example motivates
the need to define an optimal order.

Example 3: Consider three sources A,B
and C, with cardinalities of 1000, 100 and 10,
that we want to join them over a certain at-
tribute. The values that A, B and C take for
this attribute are distributed as follows:

Value
Occurence
A B C

1 2 50 1
2 998 50 0
3 0 0 9

The result of the final join A ▷◁ B ▷◁ C will
be 100 triples of (1,1,1). Now let’s compare
the two plans from 2:

Figure 2: Example: two equivalent query
plans

The selectivities and cardinalities of every
join involved are summarized here:

Plan 1
Join (A,B) ((A,B),C)
Selectivity 0,5 0,0002
Cardinality 50.000 100

Plan 2
Join (A,C) ((A,C),B)
Selectivity 0,0002 0,5
Cardinality 2 100
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We can use the number of tuples compared as
a metric for the complexity of a plan. Let’s
assume that joins are computed with a nested
loops algorithms, which has a complexity of
|A||B| for an equi-join A ▷◁ B. Then plan
1 has a complexity of 600.000 comparisons,
against 10.200 for plan 2.
This simple example gives an idea of the
tremendous discrepancies that can exist be-
tween plans for queries with more joins and
larger sources.

Let’s call tree the representation of the or-
der of the joins used in figure 2, lower joins
those closer to the sources, i.e. those that
will be computed first, and upper joins those
closer to the ”root”, i.e. those that will be
computed last.

Estimating selectivity for upper joins is
not a problem. It can be done recursively,
since

µ(A▷◁B),C =
|A ▷◁ B ▷◁ C|
|A||B||C|µAB

However, this estimates for the selectivities of
the joins in plan 1 from our previous exam-
ple cannot be deconstructed to provide any
estimate for selectivities in plan 2.

These heuristics remain extremely useful
for static cost-based optimization, as esti-
mates of join cardinalaties are necessary to
compute the cost of a given plan.

2.4 Dynamic query optimiza-
tion

Dynamic query optimization had initially
been thought for DBMS handling data that
evolves a lot. In those cases, estimations
made during the query compilation might not
concur with the real data distribution at ex-
ecution time. This problem led to the idea of
dynamic query optimization, as opposed to a
static query optimization, in which a plan is
chosen at compilation and executed uninter-
ruptedly then. Two main approaches can be

considered for dynamic query optimization:

• Computing several plans or sub-plans,
that would be optimal for different val-
ues of some unknown parameters such
as cardinalities or selectivities. [Gan98]

• Computing an only initial plan, and
find alternatives during execution.
[KD98; IHW04].

This second approach seems more appro-
priate in our case. Firstly, computing sev-
eral plans during the compilation phase can
lead to improve the initialization time, and
thereby the time to get a first output. This is
more of a problem in some common data in-
tegration cases when getting the first results
quickly is equally or more important than get-
ting the totality of the results quickly. For
example, when the DIS is part of a WEB ap-
plication, data and output are streamed any-
way, so the best result will be the one where
the stream starts the soonest. Secondly, the
number of alternative plans is expected to
grow exponentially with the number of un-
known parameters, which we assume to be
high in data integration. Finally, the second
solution can take a more obvious advantage
of pipelined queries, which will be discussed
in section 5.

Our method for dynamic query optimiza-
tion can be summarized as processing the
query through these steps:

1. Compute an initial plan to start with

2. Collect new information during execu-
tion

3. At some point, find a better plan thanks
to the new information

4. Switch to this new plan and continue
execution

The main contribution of this paper is
presented in section 3 and focuses on step 2
of the process above. Some perspectives for
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steps 1, 3 and 4 are presented in section 5.

In dynamic query optimization, one would
like to be able to estimate selectivities and
thereby costs of alternative plans thanks to
the information gained while a first plan is
already being executed. Therefore, counting
the tuples read from the sources and resulting
from the joins isn’t enough, and more detailed
information must be computed. This is the
topic of the following section.

3 Dynamic histograms

3.1 Serial histograms to esti-
mate joins

Histograms are widely used in DBMS to
easily maintain a general representation of
data distribution in a source. A histogram
is a set of buckets, in such a way that every
value possible taken by the data is associated
to a single bucket. A histogram is serial when
its buckets are contiguous, non-overlapping
intervals.

Most of equi-joins are performed over in-
teger attributes, for which serial histograms
are a natural way to maintain an overall
idea of a distribution with minimal informa-
tion. For each bucket in the histogram, the
only values needed are the lower-bound, the
upper-bound, and the number of tuples in
the source whose value for x is between these
bounds.

Estimating the result of an equi-join of
two sources A and B over an attribute x can
be done in a linear amount of time if we know
histograms for x in A and B. The incredible
added value of histograms is that non only
they can be used to estimate the selectivity of
a join with any other source over the same at-
tribute, but they also allow an estimate of the
distribution of these joins. It is thereby pos-
sible to pipeline estimates, even though their

quality are diminished when the number of
joins increases, because of an unrealistic uni-
formity assumption within the buckets.

Algorithm 1 Creating a join estimate his-
togram

Input: HA, HB Histograms on sources A and B
Output: HAB An estimate join histogram for
A ▷◁ B.

1: for bi ∈ HA, bj ∈ HB do
2: if bi ∩ bj ̸= ∅ then
3: bij ← New Bucket

4: bij .upb← min(bi.upb, bj .upb)
5: bij .lwb← max(bi.lwb, bj .lwb)
6: bij .len← bij .upb− bij .lwb+ 1

7: ki ← bi.nelt/bi.len
8: kj ← bj .nelt/bj .len
9: bij .nelt← bij .len · ki · kj
10: HAB.append(bij)
11: end if
12: end for

Note that even if the algorithm seems to
have a complexity of O(N · M) with N,M
the number of buckets in HA and HB, for se-
rial histograms, the estimate histogram can
be generated in a single linear run, and is
ensured to have no more than N + M − 1
buckets. Figure 3 is a simple example of an
estimate join histogram generated with this
algorithm.

Figure 3: Histogram estimating a join
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3.2 Types of histograms

To construct a histogram over a data set,
one needs to determine a rule to associate
each value of the data set A to a bucket in
the histogram. The two most intuitive rules
are equi-width and equi-depth histograms.

• Equi-width histograms have N buck-
ets associated with intervals of equal
length. Thus, buckets associated with
intervals with more frequent values will
contain more elements than buckets
with associated to intervals with rare
values.

• Equi-depth (or equi-height or equi-
sum) histograms have N buckets, each
containing the same number of values.
Thus, most frequent values will fall in
buckets associated with narrower inter-
vals, and rare values will fall in buckets
associated with wider intervals.

Figure 4 illustrates the difference between
these two types of histogram with their rough
shape for a Gaussian dataset.

Figure 4: Equi-width vs. equi-depth his-
togram of a Gaussian data set.

These two types of histograms still find
many concrete applications although they are
based on very trivial rules. When it comes to
use histogram to estimate selectivity of joins,
better strategies have been experimented:

• V-optimal histograms [Poo+96] aim
to minimize the weighted variance

∑N
i=1 nivi where ni is the number of ele-

ments in the ith bucket, and vi the inner
variance of the bucket.

• Maxdiff histograms [Poo+96] put the
N−1 boundaries of the buckets between
the values with highest frequency differ-
ence.

• Wavelet-based histograms [MVW98]
perform a wavelet transform on the
cumulative data distribution of the
source, and keep the most significant
wavelet coefficients to build histograms
that describe the best the overall data
distribution.

• End-biased histograms [IP95] can be
applied to all the previously mentioned
types of histograms. The idea of an
end-biased strategy is to keep the most
frequent values in singleton buckets. It
tends to improve the accuracy of join
estimations since punctual values are
frequently overrepresented.

3.3 Motivation for dynamic
histograms

Histograms provide precious information
about sources that allow valuables estima-
tions of joins, so they are often used in DBMS
for query optimization. All the types of his-
tograms presented in the previous section can
be generated in a constant amount of passes
over the data set. However, for sources whose
data is meant to change, one would expect
a solution to keep histograms up-to-date by
applying small modifications to the existing
one, rather than generating a new one from
scratch every time the data is modified.

Equi-width is the only type of histograms
where this operation is trivial, since buck-
ets are meant to change only when data is
added over the existing bounds. Dynamic
maintenance strategies have been developed
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for equi-depth and V-optimal histograms in
[DIR99], and for wavelet-based histograms in
[MVW00].

Histograms that adapt dynamically to
evolving sources have been thought for
DBMS, but the idea of using similar tech-
niques in dynamic query optimization makes
sense. Assuming that a source is read ran-
domly, a shape of the overall distribution
can be expected to be determined relatively
quickly. If histograms are dynamically con-
structed while reading multiple sources ran-
domly, they could be used to estimate the
cost of different plans joining these sources,
without preliminary information on them. So
a dynamic query optimization strategy could
be to start executing an initial plan joining
sources without any preliminary information
available, make dynamic histograms on these
sources during execution, use them to com-
pute alternative plans, and switch to an op-
timal one for the end of the execution.

3.4 Algorithm

Our algorithm lays on a choice to never
change the bounds of an existing bucket since
no information is kept about the data distri-
bution within the buckets. Instead, when a
value is read that doesn’t fall into an existing
bucket, it is added to the histogram as a sin-
gleton. Then, for the number of buckets to
be stable, two buckets are merged together.

Algorithm 2 Dynamic histogram construc-
tion
Input: A, a data source
Output: HA(x), a histogram for A on the at-
tribute x

1: HA ← New Histogram
2: for t ∈ A do
3: x← t(x)
4: if ∃ bi ∈ HA, bi.lwb ≤ x ≤ bi.upb then
5: update(bi, x)
6: else
7: HA.append(New Bucket({x}))
8: bi, bj ← findBucketsToMerge(HA)
9: merge(bi, bj)

10: end if
11: end for

Note that for the dynamic histogram to
remain serial, the two buckets to merge must
be neighbors. In our algorithms, it implies
j = i+ 1.

Multiple approaches could be considered
for the choice of the two buckets to merge.
We have chosen to compare two strategies.
The first one is an attempt to imitate his-
tograms that are proven to give good esti-
mates when they are made over static data.
The second one is a greedy strategy, that hap-
pens to be relevant for an iterative construc-
tion, and even better than more complex his-
tograms in practice, as shown in 4

Our strategy imitating histograms effi-
cient for static data is based on the V-optimal
objective function. V-optimal histograms
produce good estimations, and they rely only
on the weighted variance which can be eas-
ily computed iteratively without preliminary
knowledge, and can also be easily calculated
for the merger of two buckets.

For each bucket, the information that
needs to be kept is the number n of elements
it contains, the mean x, sum of squared de-
viations s, and variance v of the elements it
contains. Then, when adding a new element
x to the bucket, all the information can be
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updated iteratively with Welford’s algorithm:
nnew ← nold + 1

xnew ← xold + (x− xold)/(nnew)

snew ← sold + (x− xold)(x− xnew)

vnew ← (snew)(nnew − 1)

When merging two buckets bi and bj, in-
formation about the merged bucket bi,j can
be calculated as follows:

ni,j ← ni + nj

xi,j ← (nixi + njxj)/(ni + nj)

si,j ← si + sj +
ninj

ni+nj
(xi − xj)

2

vi,j ← (sij)/(nij − 1)

The objective a V-optimal histogram is to
minimize the total weighted variance. There-
fore, the optimal buckets regarding this ob-
jective are bi and bi+1 found with:

min
i

ni,i+1vi,i+1 − nivi − ni+1vi+1

Our choice for the greedy algorithm is to
merge the buckets with the fewest elements.
This is somehow similar to the equi-depth
idea of focusing precisely on the important
values and ”sacrifice” the intervals with rare
values. This algorithm needs need only to
remember the bounds and the number of ele-
ments in each bucket, so updating and merg-
ing are trivial operations.

For this choice of implementation, we
have the following complexities over N the
number of buckets in the histogram

• Finding in which existing bucket the
value falls in if does can be done with a
dichotomy search, so in O(log2(N +1))
operations. It is fortunately reasonable,
since this search will have to be done at
every iteration while constructing the
histogram.

• Updating the histogram can be updated
in O(1) operations, as detailed above.

• Finding the two buckets to merge is
a linear search since we keep the se-
rial property, so O(N). Hopefully, this
is expected to happen rather rarely:
merging two buckets is only triggered
when a value falls in the space between
the boundaries of the existing buckets.
But merging two buckets reduces this
space, and therefore the risk of having
to merge buckets again.

• Merging two identified buckets is done
in O(1), as it has been seen above.

4 Experimentation

We have tested the quality of our dynamic
histograms through an implementation in the
Julia programming language.

4.1 Quality of the estimations

We have measured the quality of our es-
timations with two measures: the normal-
ized root mean square deviation (NRMSD)
to capture the overall magnitude of errors
while accounting for large deviations, and the
symmetric mean absolute percentage error
(SMAPE) to evaluate the relative accuracy
of predictions across different scales:

NRMSD :

√∑n
i=1(ŷi − yi)2

n

SMAPE :
100

n

n∑
i=1

|ŷi − yi|
(|ŷi|+ |yi|)/2

Where ŷ is a vector of estimations for the
actual values in y.

Our tests use randomly generated sources
with four common types of distributions: uni-
form, uniform with some overrepresented val-
ues, Gaussian, and Zipf. All these distribu-
tions are joined with each other, on over-
lapping intervals of 100%, 90%, 50% and
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10%. Eventually, all the combinations are
performed 10 times, Eventually, all the com-
binations are performed 10 times, so 640 bi-
nary equi-joins are performed in a total set
of tests.

The following table shows results of such
tests with 30 buckets histograms constructed
over the whole sources, for sources of 100,000
elements in intervals of size 1000, with actual
results from 6.406 to 549.170.206 and a me-
dian at 493.441:

Greedy V-optimal like
NRMSD 0,0036 0,0419
SMAPE 20,84% 31,77%

This first test is already encouraging re-
garding the possibility to make good estima-
tions with dynamic histograms. The follow-
ing sections will study more precisely the in-
fluence of some important parameters.

4.2 Convergence of the estima-
tions

Figures 5 and 6 show the evolution of
the error depending on the proportion of the
source read. Clearly, the error converges fast,
and estimates don’t improve much when ap-
proximately 10% of the data has been read.

Figure 5: NRMSD convergence

Figure 6: SMAPE convergence

These curves have been made for sources
similar to those use previously. Tests with
sources of a different size or a different num-
ber of buckets have similar shapes.

This is an engaging result in our dynamic
query optimization context: since the estima-
tions converge fast, histograms won’t have to
be computed for long, and the search of an al-
ternative plan can be triggered at a an early
stage of the execution.

These figures also confirm the better effi-
ciency of the greedy algorithm over the one
inspired by V-optimal histograms.

4.3 Choosing a number of
buckets

Figures 7 and 8 show how the number
of buckets influences the error. Tests have
been made for intervals of size 1000 with his-
tograms with 4, 8, 16, 32, 64, 128 and 256
buckets.
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Figure 7: NRMSD sensitivity to the number
of buckets

Figure 8: SMAPE sensitivity to the number
of buckets

The SMAPE decreases an expectable way,
and the greedy dynamic histograms still per-
form better than the V-based ones. The
results for NRMSD seem more surprising
at first sight, but aren’t that much when
thinking about the meaning of the measure.
NRMSD is particularly sensible to huge er-
rors, and estimating the result of joins involv-
ing hundreds of thousands of elements with a
small number of buckets can’t avoid such er-
rors. This chart also shows that V-based dy-
namic histograms are more resistant to huge
errors with a restricted number of buckets
than greedy ones. However, this remain few

advantage when greedy dynamic histograms
do better on so many other plans.

5 Query plan transforma-

tion

The goal of this section is to see how dy-
namic histograms can be used in a global dy-
namic query optimization process. Our ex-
periments didn’t go further than join estima-
tion with histograms, so this section is more
about ideas and perspectives that haven’t
been tested yet. In 5.1, we present the con-
cept of pipelined query processing, which is
essential for a dynamic query optimization
strategy to be possible. In 5.2, we present
an intersting algorithm to perform joins in
a pipelined context. In 5.3, we justify the
choice of a particular join tree structure for
the initial plan. In 5.4, we see how to chose
an alternative plan thanks to the information
provided by the dynamic histograms.

5.1 Pipelined query processing

We have seen in 2.1 that a query plan can
be represented as a binary tree where nodes
are operators of relational algebra, and leaves
are relations (sources). An intuitive way to
execute a plan is to process the operators it-
eratively in a postfix order. A first limit of
this method is that it returns all the results
as one, at the end of the whole query exe-
cution. For a query whose execution takes a
lot of time, this can be ”blocking”. One may
prefer to get the results iteratively, thus re-
ducing the time to wait before the first ones
are returned.

This iterative way to find results is pos-
sible by pipelining operators. [LR05] Let’s
illustrate this principle by comparing a se-
quential and pipelined processing of the very
simple example 2 of 2.1:
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Figure 9: Query plan example

This query is composed of two equi-joins,
and a projection over the joined relations.
The sequential processing would do as fol-
lows:

1. Join Dogs ▷◁ Cats. Let’s call DC the
result

2. Join DC ▷◁ Rabbits. Let’s call DCR
the result

3. Projection π...(DCR)

In pipelined query processing, every op-
erator can be thought as if they provide an
interface with a next() function that returns
the next tuple resulting from the sub-query
of which it is the root. Then, the processing
of the global query is performed by calling
next() from the root until no more results
are found. In our example, this would work
as follows:

1. next() from the root calls next() from
the Projection (π...).

2. next() from the Projection (π...) calls
next() from the Join ((Dogs ▷◁
Cats) ▷◁ Rabbits) and performs the
projection on the resulting tuple.

3. next() from the Join ((Dogs ▷◁
Cats) ▷◁ Rabbits) calls next() from the
Join (Dogs ▷◁ Cats) and next() from
the Relation Rabbits to find a match-
ing tuple to return.

4. next() from the Join (Dogs ▷◁ Cats)
calls next() from the Relations Dogs
and Cats to find a matching tuple to
return.

5. next() from a Relation iterates over the
Relation.

Dynamic query processing takes another
advantage of pipelined query processing. In
sequential processing, operators, including
joins, are meant to be executed one after the
other. So not to lose the job done so far, only
alternative plans that begin with the same
sub-query should be considered, which loses
all the point of dynamic processing if the first
join in this initial plan is a poor choice. In
addition, dynamic histograms are made over
a source only when the first operator involv-
ing this relation is reached. So, alternative
plans involving this source can only be prop-
erly approximated at this point of the global
execution. This forces to perform local trans-
formations on sub-queries that can be esti-
mated, rather than a global transformation
that could be way better. With pipelined
query processing, dynamic histograms can be
constructed over all the sources in parallel,
providing estimates that allow the search of
a global optimal plan. Not only this trans-
formation would be better, but it would also
have to be done only once during execution,
and the cost of building histograms could be
saved for the end of the execution.

5.2 Double Pipelined Hash
Join

Different algorithms exist to perform equi-
joins. In our pipelined-dynamic case, an in-
teresting one is the Double Pipelined Hash
Join [Ive+99], that we will abbreviate as
2PHJ.

The 2PHJ is based on the use of hash ta-
bles over the sources. The sketchy idea for
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an equi-join A ▷◁x B is that when a tuple tA
is read from a source A, its value for x is in-
serted in a hash table HTA. Then, all the
matches for tA in the joined source B read so
far can be found by probing tA(x) in HTB,
the hash table of values for x in B.

Algorithm 3 Double Pipelined Hash Join

Input: A,B, x
Output: The join of A and B on attribute x.

1: HTA← NewHashtable
2: HTB ← NewHashtable
3: ReadFromA← false

4: while A or B is not empty do
5: if A is empty then
6: ReadFromA← false
7: end if

8: if B is empty then
9: ReadFromA← true
10: end if

11: if ReadFromA then
12: t← A.next()
13: x← t(x)
14: HTA.insert(key : x, value : t)
15: if HTB.contains(x) then
16: Results.append(t ∪HTB.get(x))
17: end if
18: else
19: t← B.next()
20: x← t(x)
21: HTB.insert(key : x, value : t)
22: if HTA.contains(x) then
23: Results.append(t ∪HTA.get(x))
24: end if
25: end if

26: ReadFromA← not(ReadFromA)
27: end while

We can easily be convinced that all the
pairs will be found: for every tA ∈ A, match-
ing tuples tB ∈ B such as tA(x) = tB(x) will
be found when tA will be read if tB has al-
ready been read. All the remaining matches
are with tuples tB that have not been read
yet. But since tA is added to the hash ta-

ble HTA, these matches will be found when
tB will be read. Similarly, we can be sure
that every pair (tA, tB) will be computed only
once: either when tA is read or when tB is
read.

This algorithm has some advantages, and
one of them is its great efficiency. Inserting
and searching in a hash table can both be
done in an average time complexity of Θ(1).
The 2PHJ algorithm does each of these op-
erations exactly once for each tuple it reads,
and each tuple from each source is read ex-
actly once. So the whole join is performed
in an average complexity time Θ(|A| + |B|).
Since every tuple from each source must be
read at least once to be sure that the join has
been fully performed, we have O(|A| + |B|)
a naive algorithmic lower bound for the time
complexity of a join, making 2PHJ at least
average-optimal.

Another advantage of 2PHJ is that it
reads tuples from the sources one by one,
making it naturally suitable for pipelined
query processing. 2PHJ is even more efficient
for queries involving multiple relations joined
over a same attribute (ex: (A ▷◁x B) ▷◁x C),
called star queries. In this case, it is not nec-
essary to create hash tables for the interme-
diary joins, since those over the relations are
enough. In the simplest (A ▷◁x B) ▷◁x C sit-
uation, only the hash table over C must be
created, since finding the matches when read-
ing from C can be done by probing tC(x) in
HTA first and HTB then.

Eventually, 2PHJ is symmetric and reads
from its left and right sources iteratively. In
our dynamic application, this gives a chance
for all the histograms to be constructed from
the beginning of the execution, and thereby
reduces the time before global estimations are
possible.
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5.3 Choosing an initial plan

Since our work is meant to face an inabil-
ity to determine an optimal plan in advance,
we can’t chose an initial plan based on its es-
timated cost. However, some plans can be
expected to be more relevant than others in
a dynamic query processing, if they allow in-
formation gain more efficiently.

Ordering joins is equivalent to chose an
order for the sources and a binary tree struc-
ture. Each couple (sources order, tree struc-
ture) corresponds to an unique way of or-
dering joins. Without information on the
sources, the order doesn’t matter, but a
choice remains regarding the tree structure.

We usually consider only the three struc-
tures of the figure 10, since they correspond
to the ”extreme” cases. Note that a right-
deep tree is equivalent to a left-deep tree with
a reversed order of the sources for a symmet-
rical join implementation such as 2PHJ.

Figure 10: Join tree structures.

Traditional query optimization in DBMS
usually focuses on left-deep trees. The main
motivation is to reduce the number of possi-
ble plans by the significant factor of a Cata-
lan number. Even if the optimal left-deep
plan may not be a global optimum, it will be
good enough in practice, and the space prun-
ing allowed by this constraint is worth the
risk. [GUW08b].

In our case, bushy tree structures can be
intuited as a better choice. We aim to have
estimate histograms for every source, so we
would prefer to balance the time spent read-
ing each source. However, with the pipeling
system presented in 5.1 and the 2PHJ imple-

mentation of 3, we see that for a left-deep
tree structure, the relation in the right child
of the top join will be read into at a half of
the iterations. The second uppermost will be
read into at a quarter of the iterations, and so
on. So, for N joins, the two lowest relations
can be expected to be read into only approxi-
mately once every 2N iterations. On the other
hand, in a balanced bushy tree, every source
will be read into at an approximately equal
frequency, so about once every N iterations.

5.4 Switching plan

In the previous sections, we have seen how
to chose an initial query plan, how to pipeline
the processing of this plan to be able to col-
lect information during execution, and how to
use this information to create dynamic his-
tograms that allow good estimates for the
joins. All these steps are intended to make
possible the computation of an alternative
near-optimal plan to switch to.

At this point, our problem converges with
the traditional DBMS problematic of static
join ordering with estimates, for which good
solutions have already been proposed in the
literature [MN06; DT07; HD23]. Recent
work, particularly T. Neumann’s, deals with
the question of queries involving a huge num-
ber of joins, and may be particularly relevent
in our case. [Neu09; NR18].

6 Conclusions

In this paper, we have seen that the need
in data integration systems to deal with au-
tonomous sources leads to a lack of knowledge
about these sources at compilation that pre-
vents the use of traditional query optimiza-
tion strategies. We have had a deeper look
on the crucial problem of ordering joins. We
have seen that this problem can be faced with
dynamic query optimization, on condition to
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be provided with a way of estimating the re-
sults of the joins. We have shown that his-
tograms can be good estimates, and briefly
presented the different strategies to build op-
timal ones. We have proposed a way to build
histograms in dynamic query processing, and

implemented it to confirm their quality as es-
timates. Finally, we have seen how these es-
timates can actually be integrated to a dy-
namic query optimization context thanks to
pipelined query processing.
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